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1 SELF-ATTENTION IS ESSENTIALLY NON-LOCAL
MEANS

Wang et al. [Wang et al. 2018] have shown that self-attention is
actually non-local means filtering in the embedding space. Here,
we describe their connection for the convenience of readers. Please
refer to [Wang et al. 2018] for more details.
The non-local means filter was first proposed in [Buades et al.

2005]. Its discrete version [Wang et al. 2018] can be written as:

𝒚𝑖, 𝑗 =
1

𝐶 (𝑖, 𝑗)
∑

(𝑎,𝑏) ∈Ω
𝑓 (𝑎, 𝑏, 𝑖, 𝑗)𝒙𝑎,𝑏 , (1)

where Ω is the whole position lattice of an image, (𝑖, 𝑗) and (𝑎, 𝑏)
denote pixel positions in the lattice, 𝒙𝑎,𝑏 represents the original
color, 𝒚𝑖, 𝑗 indicates the output color and 𝑓 (𝑎, 𝑏, 𝑖, 𝑗) is a weighting
function measuring the relationship between pixels at (𝑎, 𝑏) and
(𝑖, 𝑗), defined as follows:

𝑓 (𝑎, 𝑏, 𝑖, 𝑗) = 𝑒−
𝑑 (Φ(𝒙𝑖,𝑗 ),Ψ(𝒙𝑎,𝑏 ) )

𝜎2 , (2)

where Φ(𝒙𝑖, 𝑗 ) and Ψ(𝒙𝑎,𝑏 ) denote two patches centered at 𝒙𝑖, 𝑗 and
𝒙𝑎,𝑏 respectively, and 𝑑 (Φ(𝒙𝑖, 𝑗 ),Ψ(𝒙𝑎,𝑏 )) calculates the similarity
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of two patches, defined as the average of squared distances of pixels
between two patches. Finally, 𝐶 (𝑖, 𝑗) is used for normalization:

𝐶 (𝑖, 𝑗) =
∑

(𝑎,𝑏) ∈Ω
𝑓 (𝑎, 𝑏, 𝑖, 𝑗). (3)

Now, instead of viewing Φ(𝒙𝑖, 𝑗 ) and Ψ(𝒙𝑎,𝑏 ) as two patches cen-
tered at 𝒙𝑖, 𝑗 and 𝒙𝑎,𝑏 , we treat them as two vectors of 𝒙𝑖, 𝑗 and 𝒙𝑎,𝑏
in a high-dimensional embedding space:

Φ(𝒙𝑖, 𝑗 ) =𝑾Φ𝒙𝑖, 𝑗 ,

Ψ(𝒙𝑎,𝑏 ) =𝑾Ψ𝒙𝑎,𝑏 .
(4)

where𝑾Φ,𝑾Ψ are learnable linear embeddingmappings, and define
𝑓 (𝑎, 𝑏, 𝑖, 𝑗) as:

𝑓 (𝑎, 𝑏, 𝑖, 𝑗) = 𝑒Φ(𝒙𝑖,𝑗 )Ψ(𝒙𝑎,𝑏 )⊤ . (5)
Further, by replacing 𝒙𝑎,𝑏 by a vector Γ(𝒙𝑎,𝑏 ) =𝑾Γ𝒙𝑎,𝑏 in the high-
dimensional embedding space with𝑾Γ being a different learnable
mapping, the non-local means filter formulation in Equation 1 then
becomes:

𝒚𝑖, 𝑗 = Softmax𝑎,𝑏 (Φ(𝒙𝑖, 𝑗 )Ψ(𝒙𝑎,𝑏 )⊤)Γ(𝒙𝑎,𝑏 ), (6)

which is exactly the form of self-attention in [Vaswani et al. 2017] if
setting query 𝑄 = Φ(𝒙𝑖, 𝑗 ), key 𝐾 = Ψ(𝒙𝑎,𝑏 ), and value 𝑉 = Γ(𝒙𝑎,𝑏 ).
This indicates that self-attention mechanism is essentially a special
type of non-local means filter that operates in the high-dimensional
embedding space rather than the original image space. Thereby,
self-attention mechanism is inherently suited for denoising task.

2 QUANTITATIVE COMPARISONS WITH
STATE-OF-THE-ART METHODS ON 4 TO 1024 SPP
NOISY IMAGES

In the main paper, we only show the comparisons between our
method and other three methods on 4 to 128 spp testing images due
to space limit. In this material, Table 1 gives the comparison results
on 4 to 1024 spp testing images. For most of the results, NFOR is the
worst. However, for 1024 spp input, NFOR achieves the best results
on PSNR and 1-SSIM metrics. This may be due to the reason that
the three deep learning methods are trained on a 32 spp dataset.
Our method overwhelms the other methods on the RMSE and PSNR
metrics. For the 1-SSIM metric, our method outperforms the other
methods on lower spp inputs (4 to 32 spp), and is comparable to
other methods on higher spp inputs (128 to 1024 spp). The worse
performance of our method on the 1-SSIM metric compared to the
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Table 1. Quantitative comparisons with NFOR [Bitterli et al. 2016],
KPCN [Bako et al. 2017] and ACFM [Xu et al. 2019] on the testing set.
Learning-based model are trained on the 32 spp training set. The “re” after
the model name means that the model is retrained by ourselves. For ACFM,
the results of their published model are also reported. The RMSE, PSNR,
and 1-SSIM metrics are measured for each compared model. Bold numbers
are the best, while numbers with a hat are the second best.

Model SPP RMSE↓ PSNR↑ 1-SSIM↓

NFOR [2016]

4 27.469 29.2585 0.1447
8 16.010 31.6135 0.1016
16 8.460 33.6525 0.0751
32 4.682 35.7583 0.0544
128 1.748 39.2909 0.0323
256 1.157 40.8636 0.0263
512 0.879 ˆ42.2375 0.0223
1024 0.695 43.4317 0.0198

KPCN [2017] (re)

4 11.512 30.8417 0.1219
8 6.631 32.9486 0.0888
16 4.132 34.9944 0.0669
32 2.840 36.6687 0.0509
128 1.443 39.6035 0.0300
256 1.116 40.6951 0.0260
512 0.901 41.6172 0.0231
1024 0.758 42.3305 0.0218

ACFM [2019]

4 10.668 31.5617 0.1166
8 6.019 33.6399 0.0823
16 3.697 35.6662 0.0593
32 2.383 37.4461 0.0446
128 1.192 40.2327 0.0281
256 ˆ0.921 ˆ41.2826 0.0241
512 ˆ0.760 42.0705 0.0215
1024 ˆ0.657 42.6611 0.0198

ACFM (re)

4 ˆ10.217 ˆ31.9081 ˆ0.1076
8 ˆ5.365 ˆ33.9380 ˆ0.0781
16 ˆ3.545 ˆ35.7812 ˆ0.0586
32 ˆ2.369 ˆ37.5137 ˆ0.0443
128 ˆ1.189 ˆ40.2571 ˆ0.0283
256 0.927 41.1544 ˆ0.0245
512 0.763 42.0127 ˆ0.0218
1024 0.661 42.5239 ˆ0.0201

Ours

4 9.979 32.3770 0.1023
8 4.855 34.6834 0.0713
16 2.766 36.7625 0.0521
32 1.839 38.3812 0.0410
128 1.051 40.8028 0.0286
256 0.840 41.8505 0.0251
512 0.717 42.7167 0.0226
1024 0.631 ˆ43.3798 0.0210

RMSE and PSNR metrics may be due to the overly aggressive edge-
preserving effect of our method as shown in the last row of Figure
11 in the main paper.

3 ADDITIONAL QUALITATIVE COMPARISONS WITH
STATE-OF-THE-ART METHODS

We show more qualitative results of our model from Figure 1 to 12
and compare with NFOR [Bitterli et al. 2016], KPCN [Bako et al.
2017] and ACFM [Xu et al. 2019]. We choose RMSE, PSNR and SSIM
as evaluation metrics and show the RMSE heatmap between the
output denoised image and the corresponding ground truth image.
In the RMSE heat map, a darker red color indicates a larger error
for that pixel, while a darker blue color indicates a more accurate
color value.

4 ADDITIONAL SELF-ATTENTION MAP
VISUALIZATIONS

We choose additional examples and visualize their attention maps
from Figure 13 to 14 to show the effects of our Transformer blocks.
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NFOR (27.3519/0.2078)

KPCN (29.8099/0.1941)

ACFM (30.3614/0.1898)

Ours (32.1218/0.1719)

Reference (PSNR↑/1-SSIM↓)

Fig. 1. Denoising results of scene "VeachAjar" with 32 spp noisy input images. Our model can better restore the details and structures.
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NFOR (28.7001/0.0837)

KPCN (31.5897/0.0614)

ACFM (32.4792/0.0573)

Ours (33.4241/0.0538)

Reference (PSNR↑/1-SSIM↓)

Fig. 2. Denoising results of scene "Bathroom" with 32 spp noisy input images.
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NFOR (39.1655/0.0157)

KPCN (38.7923/0.0218)

ACFM (39.9300/0.0161)

Ours (40.6960/0.0132)

Reference (PSNR↑/1-SSIM↓)

Fig. 3. Denoising results of scene "VintageCar" with 32 spp noisy input images. Our model can better restore the structures of heat sink and produce smooth
seat.
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NFOR (33.9623/0.0289)

KPCN (38.9923/0.0198)

ACFM (38.4350/0.0193)

Ours (38.8530/0.0179)

Reference (PSNR↑/1-SSIM↓)

Fig. 4. Denoising results of scene "Spaceship" with 32 spp noisy input images.
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NFOR (33.0300/0.0693)

KPCN (35.7745/0.0405)

ACFM (36.5256/0.0391)

Ours (37.5287/0.0339)

Reference (PSNR↑/1-SSIM↓)

Fig. 5. Denoising results of scene "Classroom" with 32 spp noisy input images.
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NFOR (40.9523/0.0058)

KPCN (39.0432/0.0076)

ACFM (40.7616/0.0057)

Ours (42.2633/0.0051)

Reference (PSNR↑/1-SSIM↓)

Fig. 6. Denoising results of scene "Dragon" with 32 spp noisy input images.
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NFOR (38.1420/0.0237)

KPCN (37.4164/0.0276

ACFM (38.4383/0.0217)

Ours (39.6254/0.0166)

Reference (PSNR↑/1-SSIM↓)

Fig. 7. Denoising results of scene "House" with 32 spp noisy input images.
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NFOR (33.5230/0.0397)

KPCN (38.0739/0.0276

ACFM (38.3135/0.0248)

Ours (38.6678/0.0251)

Reference (PSNR↑/1-SSIM↓)

Fig. 8. Denoising results of scene "DiningRoom" with 32 spp noisy input images.
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NFOR (30.1932/0.0857)

KPCN (31.4434/0.0676

ACFM (31.6729/0.0628)

Ours (32.9480/0.0602)

Reference (PSNR↑/1-SSIM↓)

Fig. 9. Denoising results of scene "Staircase" with 4 spp noisy input images.
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NFOR (29.3160/0.0908)

KPCN (30.1734/0.0820

ACFM (31.3480/0.0777)

Ours (31.8528/0.0697)

Reference (PSNR↑/1-SSIM↓)

Fig. 10. Denoising results of scene "Bedroom" with 8 spp noisy input images.
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Input ACFM Ours Reference

Fig. 11. Denoising results of scenes "HairCurl" and "Furball" with 32 spp noisy input images. Our method can restore more tiny structures than ACFM.
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Input ACFM Ours Reference

Fig. 12. Denoising results of scenes "CurlyHair" and "StraightHair" with 32 spp noisy input images. Our method can restore more tiny structures than ACFM.
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Fig. 13. From left to right: the denoised images by our model with yellow boxes specifying selected patches; zoomed-in patches with red points representing
query pixels for which attention maps to be visualized; self-attention maps of all five Transformer blocks, in which a deeper red color means a higher attention
score while a deeper blue color represents a lower attention score.
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Fig. 14. From left to right: the denoised images by our model with yellow boxes specifying selected patches; zoomed-in patches with red points representing
query pixels for which attention maps to be visualized; self-attention maps of all five Transformer blocks, in which a deeper red color means a higher attention
score while a deeper blue color represents a lower attention score.
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